Exploring GPU Architecture for N2P Image
Processing Algorithms
Xuyuan Jin(0729183)

x.jin@student.tue.nl

1. Introduction
It is a trend that computer manufacturers provide multithreaded hardware that strongly encourages
software developers to provide explicit parallelism when possible. One important class of parallel
hardware is the graphic processing unit (GPU). The modern GPUs provide a higher raw computation
potential than the traditional general purpose CPUs and extremely suited for highly data-parallel
algorithms, such as image processing algorithms. Also, NVIDIA introduced CUDA(Compute Unified
Device Architecture) as a parallel programming environment for general purpose applications. With
CUDA, the programmer can exploit the parallel architecture of the GPU and accelerate general purpose
applications.
The GPU is generally designed for the purpose of video acceleration and the hardware may not be highly
utilized by these general purpose applications because the algorithms do not well fit the GPU
architecture. The optimizations can be performed on both algorithm and architecture side to enable
higher utilization of the hardware resource.
The remaining of the report is structured as follows. An overview of the GPU architecture is provided in
Section 2 and the simulator employed in the project is introduced in Section 3. The characteristics and
bottleneck of the image processing algorithms are illustrated in Section 4 and the optimizations to solve
the bottleneck are presented in Section 5. A DSE for the GPU architecture on the simulator is performed
in Section 6. The experimental results are discussed in Section 7 and the conclusion is drawn in Section 8.

2. GPU architecture overview
Figure 2.1 shows an overview of the GPU architecture. The GPU consists of a collection of small dataparallel computing units named streaming multiprocessor(SM), connected by an interconnection
network to multiple memory modules. The transfer of data between the main memory and the Graphic
DRAM is performed by the CUDA API cudaMemcpy.[4]

Figure 2.1 GPU architecture overview

Figure 2.2 Details inside the SM

Figure 2.2 shows the details inside the SM. Each SM consists of 8 streaming processors (SPs) and 2
special function units (SPFs), so the SIMD pipeline has a width of 8. A thread warp is defined by NVIDIA
as a group of at most 32 threads, which starts together at the same program address but are otherwise
free to branch and execute independently.[8] With the 8-width SIMD pipeline, all 32 threads in a given
warp execute the same instruction with different data values over four consecutive clock cycles in all
pipelines. The scheduling of the thread warps inside a SM is performed with zero overhead on a finegrained basis. Every 4 cycles, warps ready for execution are selected by the warp scheduler and issued
to the SIMD pipelines in a loose round robin fashion that skips non-ready warps, such as those waiting
on global memory accesses. The practical NVIDIA GPU SIMD pipeline has 24 stages, but they can be
concluded as 6 logical stages(fetch, decode, execute, memory1, memory2, writeback). [4]

3. The GPGPU-Sim simulator
GPGPU-Sim is a cycle-accurate performance simulator for many-core accelerators such as GPU
architectures.[1] This simulator is applied in the project because it provides detailed statistical results for
performance analysis and a wide range of design space and simulation options.

3.1 GPGPU-Sim introduction
GPGPU-Sim can simulate both the functional model for PTX (Parallel Thread eXecution) and the timing
model for the compute part of a GPU.[2] In functional model, the microarchitecture, the instruction set
and the overall accuracy is simulated, and in the timing model the number of cycles spent in running
CUDA kernels are reported covering the time accounted by the streaming multiprocessors, cache,
interconnection network, memory controllers and graphics DRAM.[3]

3.2 The baseline architecture
The GPGPU-Sim simulator provides a configuration file to set the parameters of the simulated GPU
architecture, e.g. number of streaming multiprocessors, number of memory controllers and the clock
domains, etc. A default configuration is given by the developers of the simulator corresponding to the
architecture of NVIDIA GPU 8600GTS, and it is reported that the simulator is 89.9% correlated to the real
hardware.[4]
The baseline architecture applied in the project is NVIDIA GPU 8800GT, which has the same
architecture(G80) as the 8600GTS. So, the configuration for the baseline architecture is similar to the
default configuration. According to the specification supplied by NVIDIA[5] and information on the
internet[6], the main parameters are set as table 3.1.
-gpgpu_n_shader<#shader cores>
-gpgpu_n_mem<#memory controller>
-gpgpu_clock_domains<Core Clock>:<Interconnection
Clock>:<L2 Clock>:<DRAM Clock>
-gpgpu_shader_core_pipeline<#thread/shader
core>:<warp size>:<pipeline simd width>
-gpgpu_shader_registers<#registers/shader core>
-gpgpu_shader_cta<#CTA/shader core>
-gpgpu_shmem_size<shared memory size>

14
4
375:600:600:900
512:32:32
8192
8
16384

Table 3.1 Main configuration of the baseline architecture

The pipeline has multiple stages to increase the clock frequency and the latency can be hidden by
switching to other threads for free. A real NVIDIA GPU uses a 24-stage and 8-width-simd pipeline, and
the latency of 192 active threads can be hidden.[4] But the pipeline of the simulator is only modeled
with 6 logical stages instead of 24, as fetch, decode, execute, memory1, memory2 and write back. To
compensate this, a 32-width-simd pipeline is employed to hide the RaW delays for the same amount of
the active threads. Consequently, the core clock (pipeline clock) needs to be decreased by ¼ compared
to the one in the specification (1.4GHz). Also, the DRAM clock in the configuration should be the
command clock, but not the effective clock in the specification, which is 2 times higher.

3.3 Correlation between simulator and hardware
5 image processing algorithms are executed as benchmarks on both 8800GT hardware and the simulator,
tested with a 512x512 pixel image. More details on these algorithms can be found in Section 4. The
number of cycles and the correlation between the hardware and the simulator is listed in Table 3.2.

Blur
Erode
Gradientx
Dilate
Sobel

8800GT hardware
time (ms)
0.284
0.252
1.170
1.650
0.438

8800GT simulator
cycle
time (ms)
120645
0.302
120773
0.302
472741
1.182
628610
1.572
194611
0.487

correlation
1.06
1.20
1.01
0.95
1.11

Table 3.2 Correlation between the hardware and the simulator for benchmarks

Although the 5 image processing algorithms have different functionality, they do have similar processing
steps. Each thread block loads a number of pixels equal to its size (further referred to as ‘block-size’)
from DRAM to the shared memory and the new pixel values are written to the DRAM after computation.
By coalesced1 loading from and writing to DRAM, the practical bandwidth of the device can be obtained.
In Table 3.3, the time elapsed in loading and writing as well as a bandwidth test is listed. The overhead
part of the kernel is not modeled in the simulator, so there is significant difference in the overhead time
between 8800GT hardware and the simulator. Except this, as is seen in Table 3.2 and 3.3, the simulator
is closely correlated to the true hardware, and it is proved to be usable in this simulation project.
However, all results from the simulator do not exactly match the reality, indicating that the final result
of the project will not be fully exact either.

overhead
bandwidth
load2shmem
write2dram

8800GT hardware
time (ms)
0.023
0.079
0.068
0.051

8800GT simulator
cycle
time (ms)
778
0.002
26670
0.071
18805
0.050
18816
0.050

correlation
0.09
0.90
0.74
0.98

Table 3.3 Correlation between the hardware and the simulator in overhead and memory operations

The bandwidth of the device is the data transferred between the global memory and the
multiprocessors during each time unit in each kernel. For the 5 benchmark algorithms, the bandwidth
can be calculated as:

bandwidth = size _ of _ image × 4(bytes / pixel ) × 2 / kernel _ time

(Equation 1)

The theoretical peak memory bandwidth is 56.1GB/s and the practical peak memory bandwidth tested
by SDK bandwidthTest is 48.4GB/s. According to Equation 1 and the data from Table 2.3, the practical
bandwidth of the simulator is 28.2GB/s while the hardware has a bandwidth of 25.3GB/s. The reason
1. If the starting address of the global memory access is well aligned and the global memory addresses that the consecutive threads access are
also consecutive, every 16 consecutive global memory accesses can be combined in 1 memory transaction. This is called memory coalesce.

why the practical bandwidth is so low might be related to the contention in the interconnection network,
because of the high traffic load the practical case requires. After the throughput of the interconnection
network gets increased, the peak practical memory bandwidth is achievable, which will be mentioned in
Section 6.

4. Algorithm study and bottleneck analysis
First in this Section, the characteristic of the benchmark algorithms are illustrated, as well as the general
procedure of this kind of algorithms. Then the performance is evaluated in 2 metrics as the utilization
ratio of the peak memory bandwidth and the peak IPC(Instructions Per Cycle), and the main bottleneck
of the performance is analyzed from the statistics and a visualized analysis tool.

4.1 Characteristic of the algorithms
5 image processing algorithms are employed as the benchmark of the project, named Blur, Erode,
Gradientx, Dilate and Sobel respectively. The 5 benchmark algorithms can be categorized into
neighborhood to pixel (N2P) skeleton, that the output value is based on an area of input pixels
surrounding the coordinate of the output pixel. The scheme of this skeleton is shown in Figure 4.1. The
outside block is the part of image read by a thread block, the black pixels represent the pixels with the
same coordinates in input and output block, and the yellow pixels are the neighborhood used to
calculate the output pixel.

Figure 4.1 Scheme of N2P algorithms

A flow chart is shown in Figure 4.2 to present the general procedure of N2P algorithms and is explained
as follows. Each thread within the thread block first loads a pixel by its identifier from the corresponding
coordinate in the global memory to the shared memory. The calculation part is different in different
algorithms, but they all need the neighborhoods as the input. If the output pixel is not at the edge of the
pixel block, the neighborhoods can be directly loaded from the shared memory. Otherwise the
neighborhoods are only partly stored in the shared memory, so the algorithm load these pixels from the
global memory. After calculation, the output value of the pixel is stored to the corresponding coordinate
in the global memory.

Figure 4.2 Flow chart of N2P algorithms

The neighborhood size varies in different benchmark algorithms, and Table 4.1 shows the neighborhood
size of the 5 benchmark algorithms.
Algorithm
blur
erode
Gradientx
dilate
sobel

Neighborhood size
3x3
3x3
7x3
5x5
3x3

Table 4.1 Neighborhood size of the benchmark algorithms

4.2 Bottleneck analysis
The maximal achievable IPC of the device can be calculated by Equation 2.

max _ IPC = SIMD _ width * num _ SMs * throughput _ perPE

(Equation 2)

The simulated GPU 8800GT has 14 multiprocessors with 32-width SIMD pipeline, and the throughput of
each processing element is 1, the maximal achievable IPC is therefore 448. In Table 3.2, the comparison
between the peak performance of the baseline architecture and the true performance the algorithms
have achieved is presented.

Benchmarks
Blur
Erode
Gradientx
Dilate
Sobel

time
(ms)
0.302
0.302
1.182
1.572
0.487

bandwidth
(GB/s)
6.6
6.6
1.7
1.3
4.1

ratio of the peak
memory bandwidth
11.8 %
11.8%
3.0%
2.3%
7.3%

IPC
157.5
131.6
82.5
44.0
117.5

ratio of peak
IPC
35.2%
29.4%
18.4%
9.8%
26.2%

Table 4.2 Performance of benchmarks in the baseline architecture

As is shown in Table 4.2, less than 12% of the memory bandwidth and 36% of the computing power is
utilized by our benchmark algorithms, the utilization ratio is not high. Also, the algorithms with more
neighborhoods(Dilate and Gradientx) have even poorer performances than those with less
neighborhoods(Blur, Erode and Sobel).
The latency of the instructions can be hidden if the pipeline is filled with only ALU operations or shared
memory operations. In other words, if the algorithm is structured by only sequential instructions
without branch divergence and long latency memory operations, the maximal IPC can be achieved. The
low ratio of IPC indicates that the stalls in pipeline caused by long latency memory operations and
branch severely degrade the performance of the hardware.
A visualized analysis tool named aerialVision[7] is employed in the project to study the performance
statistics. Figure 4.3 is output of aerialVision, illustrating the relation between the IPC and the global
memory access. The top figure shows the global IPC over the 14 SMs, while the middle figure shows the
ipc on each SM, and the lower figure indicates the average amount of cycles stalled by threads waiting
for global memory requests. For the pixels on the edge of the block, the neighborhoods need to be read
from the global memory instead of the shared memory, so the larger the size of the neighborhood is,
the more global memory accesses are made. The 4th kernel, the Dilate algorithm has the largest
neighborhood size as 5x5, it suffers the highest memory latency and lowest IPC as seen in Figure 4.3.
The 1st, 2nd and 5th kernels, respectively as Blur, Erode and Sobel algorithms, only have a neighborhood
size as 3x3, and their memory latency is lower and IPC is higher than the Dilate algorithm. From the IPC
of individual SM, we can see that the SMs are inefficiently utilized especially in the 3rd and 4th kernel.

Figure 4.3 Relation between IPC and average memory latency of 5 benchmark algorithms

Figure 4.4 shows a breakdown of the number of warps issued for execution according to the number of
active threads in the warp. For example, component W1:4 includes all warps with one to four active
threads. Category W0 denotes the idle cycles in each SM when all the warps in the SM are waiting for
data from global memory. In the 5 benchmarks, W0 component takes a great share especially in the 3rd
and 4th kernels, which means a large quantity of warps are waiting for data from global memory and
cannot be executed by the SM even when the SM is idle. This is the main reason to result in the low
utilization of the hardware. The components contains less than 32 active threads is mainly caused by
branch operations, depending on whether or not the pixel is on the edge of the block, as illustrated in
Figure 4.2. Once warp divergence occurs, the warp should be executed in both branches, and it will also
degrade the performance.

Figure 4.4 Warp divergences of 5 benchmark algorithms

5. Proposed optimization
As is analyzed in Section 3, the main bottleneck that affects the performance is the heavy traffic with the
global memory and the branch operations. To improve the performance of the hardware, the algorithm
should be adapted to better fit the characteristic of GPU architecture. The main idea of the section is to
improve the utilization of the hardware by decreasing the access to the global memory and avoid the
case of executing the two branches within one warp by avoiding the branch operations.
The benchmarks can be split as 3 phases:
•
•
•

Load phase: loading block-size of pixels from the global memory to the shared memory
Computation phase: computing the value of the output pixel with its neighborhoods
Store phase: storing the output pixels to the global memory

In section 5.1 and 5.2, 2 optimizations are proposed to improve the performance. The experimental
results of these optimizations are presents in section 5.3 and analyzed in section 5.4.

5.1 Optimization 1: Partially load neighborhoods from global memory in the
computation phase
In the computation step of the benchmark algorithms, if the pixel is on the edge of the pixel block, all its
neighborhood need to be loaded from the global memory, otherwise all neighborhoods are loaded from
the shared memory, as is shown in Figure 4.1(a) and (b). That is actually not necessary, because part of
the neighborhoods are located in the range of the block, which means they have already been stored in
the shared memory. One optimization for the algorithm is to load the neighborhoods of the edge pixel
from the global memory if the neighborhoods are out of the range of the block or from the shared
memory otherwise, as is shown in Figure 5.1(c) and (d).

Figure 5.1 Mode of neighborhood loading in the original algorithm and for optimization 1

This optimization can decrease the number of accesses to the global memory for the pixels on the edge
of the block by a factor of at least 2. The drawback of this optimization is that the branches can still not
be avoided by checking whether or not the pixel is on the edge of the block, and even more branches
are introduced to take different operations when the pixels are in different edges.

5.2 Optimization 2: Load block and its neighborhoods in load phase
All pixels needed by a thread block are the block-size of pixels and their required neighborhoods outside
the block. In the original algorithms, the pixels loaded to the shared memory in the load phase are only
the block-size pixels, leading to the large amount of global memory access in the computation phase.
This optimization is to load one block as well as its neighborhoods to the shared memory in the load
phase, and make the computation phase only share memory related. Table 5.1 shows the number of
global memory load before and after the optimization in 5 benchmarks, in the case the kernel is
executed for thread blocks of size 32x16.

Blur(3x3 neighborhoods)
Erode(3x3 neighborhoods)
Gradientx(7x3 neighborhoods)
Dilate(5x5 neighborhoods)
Sobel(3x3 neighborhoods)

global load before opt2
1340
1340
3620
4912
1340

global load after opt2
618
618
684
720
618

ratio
46.1%
46.1%
18.9%
14.7%
46.1%

Table 5.1 Reduction of global memory load after optimization 2 for 5 benchmark algorithms

The number global memory access can be drastically decreased by this optimization. Moreover, it is
better to access the global memory coalesced, because the global memory is used most efficiently when
the simultaneous memory accesses by threads in a half-warp can be coalesced into a single memory
transaction of 32, 64 or 128 bytes.[8] With a coalesced memory access, every well aligned consecutive
16 pixels can be transferred by only 1 transaction instead of 16. If we employ a larger size of shared
memory which also includes the neighborhood pixels, the start address of the pixels stored in the global
memory cannot be aligned, and consequently the coalesced memory access would not happen. A
method is to load the block-size of pixels as well as the top and lower rows of neighborhoods from the
global memory coalesced, and load the left and right columns non-coalesced, to guarantee most of the
memory accesses are coalesced, as is shown in Figure 4.2. Take Blur algorithm as an example, it has
neighborhoods with the size of 3x3, so the blue rows are 1-pixel high and the red columns are 1-pixel
wide. Each pixel within the black block is loaded by each thread, and the top and lower rows are loaded
by the first and last rows of threads in the thread block. The load of the left and right columns is
distributed to the remaining threads. Each thread in the thread block load either 1 or 2 pixels from the
global memory to the shared memory in the load phase.

Figure 5.2 Scheme of the partly coalescing load method

Blocks with the same size has different aspect ratio, with different number of neighborhoods and
different of memory transactions. The block which is more closed to a square, the less neighborhoods it
would have, but the more non-coalesced memory access would occur in the left and right neighborhood
column. There should be an optimal value for the aspect ratio requiring the least amount of memory
transactions.
In our benchmark algorithms, the block size is given as 512. Assume the number of pixels along the
direction of coalesced access is A, so in the other dimension there are 512/A pixels. If the neighborhood
size in the direction of coalesced access is Nx, and in the other dimension is Ny, which means the left
and right neighborhood columns have a width of (Nx-1)/2 while the top and lower rows have a width of
(Ny-1)/2. These variables are labeled in Figure 5.2. The total number of memory transactions can be
calculated as below:
512
Ny − 1
1
512
Ny − 1
Nx − 1
+ 2*
) * A* + (
+ 2*
) * 2*
A
2
16
A
2
2
A( Ny − 1) 512( Nx − 1)
=
+
+ constant
(Equation 3)
16
A

# transaction = (

By

A=

first

derivation,

the

number

of

memory

transactions

reaches

the

minimal

when

16*512*( Ny − 1)
. For the case that Nx=Ny, e.g. Blur, Erode, Dilate and Sobel algorithms, the
Nx − 1

optimal value of A is 64 2 . Since it is better to set each dimension as power of 2, the optimal value of
the aspect ratio is 64:8 or 128:4. However, for 5x5 neighborhood algorithms, each thread needs to load
at most three times instead of twice from the global memory with an aspect ratio of 128:4. So 64:8 is
the optimal aspect ratio for the thread block with the size of 512.

With this optimization, all global memory traffic occurs in the load and write phase, and the branches
and global memory accesses during the computation phase can be completely avoided.

5.3 Experimental result
Since the 5 benchmarks have the similar characteristics, they can all benefit from the 2 sorts of
optimizations. The Dilate algorithm has the largest neighborhood size, meaning that it has the greatest
potential of improvement among the 5 benchmarks. So the Dilate algorithm is taken as an example to
show the performance improvement after the algorithm optimization in this and the remaining sections.
We can see similar results for the other benchmark algorithms, but the improvement is less than the
Dilate algorithm.
In the following part of this section, Dilate_original represents the original Dilate algorithm, Dilate_opt1
and Dilate_opt2 are the algorithms optimized by Optimization 1 and Optimization 2 with default aspect
ratio 32:16, and Dilate_opt2_ar has an aspect ratio 64:8.
The cycles that the original and optimized algorithms consume are listed in Table 5.2, as well as their
bandwidth and ipc. The algorithms optimized by Optimization 2 have a speedup more than 7x, and their
hardware utilization ratio is increased by 8 times.
cycle
Dilate_original
Dilate_opt1
Dilate_opt2
Dilate_opt2_ar

628610
500896
79325
75237

bandwidth
(GB/s)
1.3
1.5
9.4
10.0

improvement
in bandwidth
-1.15x
7.23x
7.69x

IPC
44.0
88.0
352.7
361.2

improvement
in IPC
-2x
8.02x
8.21x

Table 5.2 Improvement in bandwidth and IPC after optimizations

Figure 5.3 shows the relation between ipc and average latency caused by global memory access and
Figure 5.4 shows the breakdown of the warp divergence before and after optimizations. The W0
component indicating the warps waiting for data from global memory is decreased by decreasing the
total number of global memory accesses, consequently the average memory latency is lowered, IPC is
increased and the SM’s are more efficiently utilized. In Dilate_opt1, more branches are used than the
original algorithm, consequently the component of warps having few active threads is increased. That is
also the reason that the hardware utilization doubles but the bandwidth only has a speedup of 1.15x for
Dilate_opt1.

Figure 5.3 Relation between ipc and average memory latency before and after optimizations of Dilate algorithm

Figure 5.4 Warp divergences before and after optimizations of Dilate algorithm

5.4 Performance analysis
As is mentioned in the beginning of this section, the 5 benchmark algorithms have the same procedure
as Load-Computation-Write. After Optimization 2, the load phase can be divided into 3 parts as blocksize load, coalesced load for the top and lower neighborhoods and non-coalesced load for the left and
right neighborhoods. The number of cycles that each phase consumes is shown in Table 5.3, in the case
of Dilate_opt2_ar.

Block_size_load
Coalesced_load
Non-coalesced load
Computation
write

cycles (lower limit)
17178
9003
14167
31815
3006

approximate IPC (upper limit)
320.5
247.5
153.2
518.41
342.0

Table 5.3 Breakdown of cycles consumed by each phase of the kernel

The number of cycles is obtained by terminating the kernel at break points, e.g. when block_size_load is
finished, and the number indicates the cycles from the start of the kernel till the break point. The cycle
number of each phase is calculated as the difference between two consecutive break points. But the
scheduler is free to choose warps from different thread block to execution, in order to hide the long
latency. So the next phase is likely to start before the previous phase finishes, and the cycles we get is
always smaller than the practical value. That is the reason why in Table 5.3 the cycle number is
considered as the lower limit and the IPC is considered as the upper limit.
The statistics indicate that stalls still occur in memory operation phases, especially in the non-coalesced
load phase, making the hardware perform far below its peak performance. Due to the fact that only ALU
and shared memory operations are performed in the computation phase, all SM’s as well as their
pipeline can be fully utilized to achieve the maximal IPC. On the other hand, the computation phase
costs the most cycles during the kernel, so some optimization in the SMs is likely to improve the
performance.

1. The IPC goes beyond the maximal achievable value because this is an estimated upper limit, and the true value should be close to 448

6. DSE on the simulator
6.1 Shared resource in SM
The shared resource in SM includes registers, shared memory and thread block, the change of the
maximal available number of shared resource may affect the performance of some resource-limited
algorithms. But the 5 benchmark algorithms are not resource limited when the other configuration is
not changed, so no improvement is seen by merely doubling the hardware resource.

6.2 Simultaneous threads in SM
In principle, the more threads simultaneously running on a SM, the more warps will wait to be executed
in the pool, and it is less possible that the SM will get idle because no warp is ready to be executed.
However, too many threads will cause severe contention in the interconnection network and memory in
the other hand. So there is a trade-off to determine number the simultaneous threads in an SM. To
meet the resource requirement the shared resources in the SMs also need to be increased along with
the increment of threads.
Table 6.1 shows the trend that IPC changes by increasing the number of simultaneous threads from 512
to 4096. Since it is better to set the number of threads as the power of 2, the optimal number of threads
is 2048, achieving nearly 400 instructions per cycle. When the number of threads increases to 4096, the
performance is degraded by contention.

baseline(512 threads)
1024 threads
2048 threads
4096 threads

IPC
357.6
395.0
399.3
384.4

ratio of peak IPC
79.8%
88.2%
89.1%
85.8%

improvement
-+10.5%
+11.7%
+7.5%

Table 6.1 Change of IPC when different numbers of simultaneous threads are enabled

Figure 6.1 shows the breakdown of warp divergence in the cases of different number of simultaneous
threads. When the number of threads increases, there is less W0 component caused by non-ready
warps but more fetch stalls caused by the contention in the interconnection network and memory.

Figure 6.1 Warp divergences when different numbers of simultaneous threads are enabled

6.3 Size of thread block
The size of the thread block is actually adapted in the algorithm, but the change of the block need to
stay within the limit of the shared resource and the maximal simultaneous thread of the SM. Due to the
characteristics of the N2P algorithm, the total global memory access for the whole image can be
reduced by enlarging the size of thread block. For example, as is shown in Figure 6.2, in the case of 3x3
neighborhoods, a 2x2 thread block need to load 12 neighborhoods, while a 4x4 thread block only needs
to load 20 neighborhoods, which is far less than the number of neighborhoods loaded by 4 2x2 blocks.

Figure 6.2 Different neighborhood numbers in different thread block sizes

The tuning of the thread block is based on the configuration that each SM in the simulator supports
2048 simultaneous threads. For different sizes of the thread block, the optimal aspect ratio is different.
Recall Equation 3, and we can get the optimal aspect ratio for thread blocks with the size of 256, 1024
and 2048. The optimal aspect ratios are shown in Table 6.2 with the consideration that each dimension
of the thread block should have the length of power of 2.
Block size
256
512
1024
2048

Optimal aspect ratio
64:4
64:8
128:8
128:16

Table 6.2 Optimal aspect ratios of different thread block sizes

The trend that the utilization ratios of peak memory bandwidth and peak IPC change by tuning the size
of thread block is shown in Table 6.3. Both ratios decrease opposite to our assumption when the size of
thread block increases from 512. Given a certain number of simultaneous thread, the larger the thread
block is, the less freedom for the scheduler to choose a warp from different thread block. For our
benchmark algorithms, a synchronization barrier occurs when the load phase ends, and all threads
within the thread block should wait for the last thread finishing the load phase. If there are a number of
thread blocks in each SM, these stalls can be hidden by scheduling the warps from other thread block to
execution. But if there is only one or very few thread block in the SM, the freedom of choosing a warp
from different thread block will be little, and the stalls at the synchronization barriers cannot be hidden.

64x8
64x4
128x8
128x16

ratio of peak
memory
bandwidth
19.6%
18.9%
19.6%
17.7%

improvement

ratio of peak
IPC

improvement

--3.6%
-0.3%
-9.7%

89.0%
87.8%
88.1%
80.2%

--1.3%
-1.0%
-9.9%

Table 6.3 Change of bandwidth and IPC when larger thread blocks are used

Figure 6.3 shows the breakdown of warp divergence for block size 512, 256, 1024 and 2048 respectively.
There are more fetch stalls caused by contention and more warps with less active threads if the thread
block is set as 256. It also can be seen that large thread block will lead to larger W0 component, meaning
that there will be more cycles that the SM get idle because the threads are waiting at the
synchronization barrier.

Figure 6.3 Warp divergences when larger thread blocks are used

6.4 Frequency of SM
As discussed in section 5.4, the computation phase takes the most cycles in executing a kernel although
the IPC in this phase achieves the maximal value. The computation phase becomes the main bottleneck
when the memory bandwidth of the device is unchanged. To reduce the cycles of the computation
phase, a reasonable method is to increase the frequency of the SM.
The trend in percentage that the bandwidth and IPC change is shown in Table 6.4 by increasing the SM’s
frequency. When doubling the frequency of the baseline architecture, an improvement of 50% can be
achieved. But if the frequency gets higher, there is no significant improvement in performance, and the
IPC will decrease by half compared with the former configuration.

375MHz
750MHz
1500MHz
3000MHz
6000MHz

ratio of peak
memory bandwidth
19.6%
29.4%
30.9%
31.1%
31.5%

improvement
-+51.0%
+57.7%
+58.7%
+60.7%

ratio of peak
IPC
89.0%
66.7%
35.1%
17.6%
8.9%

improvement
--25.1%
-60.6%
-80.2%
-90.0%

Table 6.4 changes of bandwidth and IPC when the frequency of SM increases

Figure 6.4 shows that along with the increment of SM frequency, the hardware utilization is decreased.
As discussed before, the main bottleneck for the baseline architecture is the large number of instruction
during the computation phase instead of the memory bandwidth. When the frequency gets doubled,
the SM will have a 2x speedup in processing. But in the case of unchanged memory bandwidth, no
sufficient amount of data can be processed by the SM loaded from the global memory. This is because
of the bandwidth limit, and the main bottleneck becomes the bandwidth of the device affected by
memory and interconnection network again. It is increasingly possible that the SM is idle when the
frequency increases, resulting in low hardware utilization.

Figure 6.4 Warp divergences when the frequency of SM increases

6.5 Number of SMs
Increase the number of SMs can distribute the workload over more SMs. If the kernel is computation
intensive and the SMs work in full load, more SMs are helpful to increase the IPC. When SM frequency is
adjusted to 750MHz, the main bottleneck is on the memory and interconnection side, and SM’s do not
get fully utilized. In this case, to increase the number of SM’s will only lead to more severe contention in
the interconnection network. This will not improve but even degrade the performance. The trend that
the utilization ratios of peak memory bandwidth and peak IPC change by tuning the number of SMs is
shown in Table 6.5. On the other hand, if the number of SMs is reduced, e.g. 8 SMs, the processing
power of the SMs is too low to meet the throughput of the interconnection network and the memory
bandwidth.

14 SMs
7 SMs
28 SMs
56 SMs

ratio of peak
memory bandwidth
29.4%
20.1%
28.8%
27.6%

improvement
--31.6%
-2.0%
-6.1%

ratio of peak
IPC
66.7%(of 448)
91.0%(of 224)
32.7%(of 896)
15.7%(of 1792)

improvement
-+36.4%
-51.0%
-76.5%

Table 6.5 Change of bandwidth and IPC when number of SMs changes

Figure 6.5 shows the breakdown of warp divergences when number of SMs changes. When number of
SMs is reduced to 7, higher hardware utilization is achieved, but the processing power of the device is
lower because of the less number of SMs, so the time of executing the kernel is longer. While the
number of SMs increases to 28 or 56, there will be more idle cycles waiting for data from global memory
and fetch stalls caused by the contention in the interconnection network.

Figure 6.5 Warp divergences when number of SMs changes

6.6 Frequency of interconnection network
When SM and DRAM both work at high frequency, there will be large data flow occurring in the
interconnection network and contention may happen to drag down the total bandwidth. In this

situation, the interconnection network becomes the performance bottleneck, and it can be solved by
increasing the frequency of the interconnection network.
Figure 5.9 shows the trend that bandwidth changes by keeping DRAM frequency unchanged and
increasing the frequency of the SM and interconnection network. The first number indicates the
frequency of the SM, the second is interconnection frequency and DRAM has a constant frequency of
900 MHz. When the both the SM and interconnection network have a high frequency, the memory
bandwidth of the device can get sufficiently utilized and a percentage of 90% is achievable. When the
frequency of SMs and interconnection network is set extremely high without the consideration of the
hardware cost, e.g. 12 GHz, nearly 100% of the memory bandwidth can be utilized.
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Figure 6.6 Change of bandwidth when increasing the frequency of the SM and interconnection network

6.7 Memory bandwidth of the device
The memory bandwidth of the device is related to the number of memory channels, the frequency of
DRAM, the number of the DRAM chips per memory channel and the burst length of each DRAM request.
The theoretical peak memory bandwidth is calculated as Equation 3.
peak _ mem _ bw = (# mem _ channel ) *( fr _ DRAM * 2)*(# chip _ per _ channel )* (burst _ length) (Equation 4)

When the memory bandwidth is sufficiently utilized, more memory requests are generated from the SM
side than the memory can handle. Therefore the interconnection network and SM will be stalled
because the DRAM channels are full and the memory becomes the main bottleneck. Figure 6.7 shows
the number of stalls caused by the full DRAM channel in the same cases as Figure 6.6.
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Figure 6.7 Change of number stalled by DRAM channel when increasing the frequency of SM and interconnection
network

In the project, the memory bandwidth of the device is kept constant because it is the upper limit of the
performance that different configuration can achieve. The increasing memory bandwidth requires a new
DSE cycle to determine the optimal configuration to meet the potential of improvement, such as an
even higher number of simultaneous threads, SM and interconnection network frequency, etc.

7. Discussion
The improvements of the performance are achieved at some milestones as shown below:
1.
2.
3.
4.
5.

Optimization of the benchmark algorithm (Dilate_opt2)
Adjustment of the aspect ratio of thread block (Dilate_opt2_ar)
Supporting more simultaneous threads per SM (2048 threads)
Increasing the frequency of SM (750MHz)
Increasing the frequency of SM along with the increment of interconnection frequency
(3000:4800:900)

A curve indicating the improvement in bandwidth at the milestones is shown in Figure 7.1. The
performance of the hardware get an 8 times speedup after optimizing the algorithm by reducing global
memory accesses and re-shape the thread block, and then get a 5 times speedup through DSE by tuning
the simultaneous thread number and the clock domain.
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Figure 7.1 Improvement in bandwidth at the milestones

The relation between the performance of GPU and the instruction-byte ratio can be described by a ‘roof
model’ as is shown in Figure 7.2. The performance of the GPU is mainly affected by the bandwidth if the
inst/byte is low, because the memory latency can hardly be hidden in the pipeline, and therefore the
peak SM processing power will not be met. If inst/byte is high (an extreme case is that when no global
memory access is made), the performance is determined by the processing power of SM, e.g. number
and frequency of SMs. All performance points will be located within the range between 2 curves when
the performance is affect by bandwidth, and the 2 curves represent the cases when all memory accesses
are non-coalesced or fully coalesced without any stall in the interconnection network and the SMs.

Figure 7.2 The roof model

The milestones of the project are mapped into the ‘roof model’ from Figure 6.3 to Figure 6.8. In Figure
6.3, the original algorithm run in the baseline architecture has a performance at point 0, because it loads
large amount of data from the global memory and most of the accesses are non-coalesced.

Figure 7.3 Map Dilate_original to the roof model
After optimization for the benchmark algorithm, less amount of data needs to be loaded from the global
memory and most of the data is loaded coalesced. Dilate_opt2 is mapped to point 1 in Figure 6.4, which
first goes along the line starting from the origin via point 0 to a larger inst/byte ratio, then goes up to
reach the line representing the accesses are more coalesced.

Figure 7.4 Map Dilate_opt2 to the roof model

When the aspect ratio of the thread block is adapted from 32:16 to 64:8, the memory accesses are more
coalesced, but larger amount of data need to be loaded. Dilate_opt2_ar is mapped to point 2 in Figure
6.5.

Figure 7.5 Map Dilate_opt_ar to the roof model
When more simultaneous threads per SM are enabled, the latency can be hidden for free by switching
to other threads when one thread is stalled. So the line for this configuration is steep than those lines
with less number of simultaneous threads. The milestone ‘2048 threads’ is mapped to point 3 in Figure
6.6, in which the performance is not limited by the memory bandwidth but by the peak processing
power of the SMs.

Figure 7.5 Map ‘2048 threads’ to the roof model
When doubling the SM frequency, the performance of GPU is no longer limited by the SM processing
power, and the milestone ‘750MHz’ will be mapped on the yellow line. Since no change in inst/byte is
made, it is mapped to point 4, which has the same inst/byte ratio with point 2 and 3.

Figure 7.6 Map ‘750MHz’ to the roof model
If the frequency of the interconnection network is set sufficiently high, the stalls caused by the
contention in the interconnection network can be avoided. Also a high SM frequency can prevent the
performance is limited by peak SM processing power. A configuration with both high frequencies can
achieve the performance near the peak memory bandwidth, e.g. the milestone ‘3000:4800:900’ is
mapped to point 5, which is about 90% of the peak memory bandwidth.

Figure 7.7 Map ‘3000:4800:900’ to the roof model

8. Conclusion
In this project, we study the performance of 5 N2P image processing algorithms in particular the Dilate
algorithm by running them on a detailed performance simulator that simulates the CUDA ptx virtual
instruction set architecture. The bottleneck after each step of optimization is analyzed, and a solution is
correspondingly addressed to solve the bottleneck until the limit of memory bandwidth is met.
The improvements of the performance are obtained from 3 aspects. The first is optimizing the algorithm
by reducing the global memory accesses, to get higher inst/byte ratio, and therefore higher memory
bandwidth. The second is to re-configure the hardware to get a higher memory bandwidth at the same
inst/byte ratio. And the last is to increasing the SM processing power when the performance is limited
by that. Finally, by all the optimizations, a speedup of 38.9 times can be achieved for the Dilate
algorithm, and it utilized 90% of peak memory bandwidth of the device.
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